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Deterministic vs. Randomized Algorithms

Example 1.1. How can one decide if some polynomial p(x) is identically zero over some
field? Suppose it is given that the degree of p(x) is ≤ n.
Randomly: Calculate p(x) at n + 1 random points [Schwartz-Zippel].
Deterministically: Not known.
Example 1.2. Markov Chain approximate counting algorithms [e.g., for colorings, matchings, where counting exactly is #P-complete].
Randomly: There is a polynomial time randomized approximation algorithm; see, for example, Jerrum, Sinclair, and Vigoda’s algorithm for approximating the number of perfect
matchings in a bipartite graph [2].
Deterministically: No known polynomial time deterministic approximation algorithm.
There is a large list of problems for which there exists a randomized polynomial time algorithm, but no known polynomial time deterministic algorithm:
1. Polynomial identity testing (above)
2. Approximate counting (above)
3. Decide if there exists an s-t path in a graph G, |V (G)| = n, using only O(log n) space.
Randomly: If G is undirected, do a random walk on G for 100n3 steps starting at s; if
s and t are connected, the algorithm reaches t within this time with high probability.
This is log-space because the algorithm only needs to count to 100n3 , possible with
log(100n3 ) = O(log n) bits. However, if G is directed, this random walk might take
expected exponential time to reach t from s, for example if G is a chain where every
vertex has two outgoing edges, leading to the next vertex of the chain and the first vertex
of the chain; it takes an expected 2n steps to reach the last vertex from the first vertex,
and it’s not possible to count that high using log-space. But, a polynomial mixing time
bound implies a randomized log-space s-t reachability algorithm for directed graphs.
Deterministically: There exists a log-space deterministic algorithm, but only if G is
undirected [4]. It remains open if directed reachability is possible deterministically in
log-space (if a polynomial mixing time promise is given). This problem is equivalent to
whether or not P = BP P .
It’s also open whether or not RL = L or RN C = N C. Of note, for BP P , there are provably
no complete problems. So, how can one tackle P vs. BP P ?
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It’s possible to conceptualize a randomized algorithm as taking in some input x and some
sequence of k random bits, and outputting an answer. One approach to derandomization
could be to try all possible sequences of random bits, at an additional cost of 2k . If there are
only O(log n) random bits required by the algorithm, this can be done in polynomial time,
but if there’s more random bits required this won’t be polynomial time. But what if the
random bits the algorithm takes in are not truly random, but are random enough that the
algorithm can’t tell the difference? We’ll explore this idea later.
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Derandomizing using Conditional Expectation

One popular method for transforming a randomized algorithm into a deterministic algorithm
is using conditional expectation. In this approach, one starts with a problem for which a
randomly generated solution accomplishes some goal; then, one can calculate how certain
choices of values in the solution affect the probability of whether the solution accomplishes
the goal and set the values accordingly based on these (deterministic) calculations.
Next, we will see two algorithms for which conditional expectation is successful in producing deterministic algorithms achieving the same goal, and one example for which the
approach of conditional expectation will not help.

2.1

MAX-SAT Problems

Example 2.1. MAX-3-SAT, n variables, m clauses; want a truth assignment satisfying as
many clauses as possible. A random assignment of truth values to variables satisfies 7m/8
clauses in expectation.
Theorem 2.2 (Hastad). ∀ε > 0, it is NP-hard to satisfy at least (7/8 + ε)m clauses.
Example 2.3. E3-LIN2 (linear equations with three variables per clause, for example, (x1 ⊕
x2 ⊕ x3 ) ∧ ... ), n variables, m clauses. A random assignment of truth values to variables
satisfies m/2 clauses in expectation.
Theorem 2.4 (Hastad). ∀ε > 0, it is NP-hard to satisfy at least (1/2 + ε)m clauses.
Note both of these inapproximability results from Hastad follow from the PCP theorem,
which we will learn about in class next week.
Both of the above examples give algorithms for generating a random truth assignment
that satisfies a desired fraction of the clauses. Conditional expectation can be used in both
cases to produce a deterministic algorithm for generating a truth assignment satisfying the
desired fraction of clauses; we focus on MAX-3-SAT here.
Let X be a random variable representing the number of satisfied clauses of a 3-SAT
formula φ. Note the following is true about the expected value of X:
Ex1 ,...,xn ∈R {−1,1} [X] = P[x1 = 1] · E [X | x1 = 1] + P[x1 = 0] · E [X | x1 = 0] .
Because E[X] is an average of X’s expected values when x1 = 1 and x1 = −1, at least one of
these conditional expectations must be at least as large as E[X]. Importantly, it is possible to
answer queries of the form “what is E[X | x1 = 1, x2 = −1, ......]” without using randomness.
One can replace variables with their constrained values to obtain a reduced SAT formula and
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then calculate E[X] for this reduced formula by summing over all clauses. For example, if
the reduced formula is
1 ∧ (x4 ) ∧ (x5 ∨ x6 ) ∧ (x3 ∨ x4 ∨ x5 ),
the expected number of clauses satisfied by a random assignment of the remaining variables
is 1 + 1/2 + 3/4 + 7/8 = 3.125. Thus, to (deterministically) find an assignment satisfying
at least 7/8 of the clauses, set x1 to the truth value that produces a higher conditional
expectation for X; given that value for x1 , set x2 similarly, and so on. After n iterations, you
have generated a truth assignment that satisfies at least 7/8 of the clauses, without using
any randomness.
A similar process yields a deterministic algorithm for find a 1/2-approximation for E3LIN2.

2.2

A 1/2-approximation for MAX-CUT

Example 2.5. MAX-CUT: Given G = (V, E), edge weights wij ≥ 0, want a partition of V
that
P maximizes the total weight across the partition. A random partition yields E[cut] ≥
1
i,j wij . This uses n random bits.
2
As above, this 1/2-approximation algorithm can also be derandomized using conditional
expectation; there is a 1/2-approximation for MAX-CUT that does not require any random
bits. Place an arbitrary vertex in set A. Consider each vertex in turn; if it has more edges
to the vertices already in set A than the vertices already in set B, place it in set B, while
if it has more edges to B than to A place it in set A. At each step at least as many edges
are being added to the cut than to the interior of the sets A and B, meaning at least half
of all edges will be in the cut between A and B. This is an application of the conditional
expectation method because counting the edges to sets A and B is precisely calculating the
expected number of vertices in the cut between A and B conditioned on v being in set A or
in set B.

2.3

A 0.878-approximation for MAX-CUT

It is possible to approximate MAX-CUT better than with the above approach - there exists
an 0.878...-approximation randomized algorithm [1]. However, this is an example of a randomized approximation algorithm for which the method of conditional expectation cannot
help with derandomization. While we covered this algorithm earlier in the semester, we recap
it here.
One can write the MAX-CUT problem as a semidefinite program, assigning a vector xi to
each vertex i. We want:
1X
max
wi,j ||xi − xj ||2 s.t. ||xi ||2 = 1 ∀ i
4 i,j
Define new variables Xi,j = xi · xj ; we can express the same maximum in terms of these
variables, which define a matrix X. However, we only want to maximize over those matrices
X that can be expressed as the inner products of n vectors x1 , ..., xn . There are several
equivalent ways of expressing this sentiment: (1) Xi,j = xi · xj ; (2) X < 0; (3) λ(X) ≥ 0; (4)
∀v, v T Xv ≥ 0 (5) X is positive semidefinite. Thus, the complete program we wish to solve

3

can be expressed as:
max

1X
wi,j (2 − 2Xi,j )
4 i,j

s.t. Xi,i = 1 ∀ i
X<0
Solve this convex program to obtain vectors x1 , x2 , ..., xn . Then, separate these vectors with
a random hyperplane, given by its normal vector r. The cut is given by S = {vi | xi · r ≥ 0}
and S 0 = {vi | xi · r < 0}. Note that we need random bits to choose r from a Gaussian, but
this is the only randomized step of the algorithm. The expected weight of the cut is
X
wij P[e = (i, j) crosses the cut]
E[cut] =
i,j

=

X

wij P[sign(r · xi ) 6= sign(r · xj )]

i,j

=

X
i,j

wij

θij
,
π

where θij is the angle between xi and xj . Comparing the expected weight of this cut and
the weight of the true maximum cut, which is at most the maximum value achieved by the
convex program above, it follows that
E[cut]
≥
M AX − CU T

P
1
2

i,j

wij

θij
π

P

= min
i,j

i,j wij (1 − Xi,j )

≥ min
i,j

2θij
(1 − Xi,j )π

2θij
2θ
≥ inf
≥ 0.878....
θ π(1 − cos θ)
π(1 − cos θij )

The second inequality above follows from the fact that (a1 + .. + ak )/(b1 + .... + bk ) ≥
mini (ai /bi ).

Note that the only randomness in this approximation algorithm for MAX-CUT comes
from choosing the random projection vector r. It is unclear how conditional expectation
could be used to derandomize the choice of r. However, this algorithm can be derandomized
using the techniques we discuss in the next sections.
Theorem 2.6. (Hastad) It is NP-hard to approximate MAX-CUT to within an 0.93 + ε
factor for all ε > 0.
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Pairwise Independence and Universal Hash Functions

Recall the randomized 1/2-approximation for MAX-CUT: Let y1 ,...,yn ∈ {−1, 1} describe a
cut of the n vertices of G = (V, E). Then P(e = (i, j) is in the cut) = P(yi 6= yj ) = 1/2 when
randomly assigning vertices to the two sides of the cut. To get this probability of 1/2, it’s
only necessary to have pairwise independence of the yi , not complete independence. This
notion of pairwise independence is captured by 2-universal hash families, defined in the next
subsection.
More generally, given independent {z1 , ...., zk }, one can construct pairwise independent
{y1 , ..., yn }, where n = 2k . Specifically, yi = χS (z) = Πi∈S zi , where the 2k subsets of [k]
index the yi . We proved previously that χS , χS 0 for S 6= S 0 are independent.
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In particular, note that this means for getting a 1/2-approximation of max cut, only log n
random bits are necessary instead of n. So, we can enumerate all possible strings of random
bits and check them all in polynomial time, giving another deterministic 1/2-approximation
algorithm for MAX-CUT.

3.1

2-Universal Hash Families

Consider a dictionary containing a set N of items from some universe U , with n = |N | << |U |.
A binary tree can store the items in the dictionary, but search/lookup will take O(log n) time.
Because of this, a hash table is often a better option. Let h : U → T be a hash function from
the universe U to some hash table T . Because we don’t know the distribution of items N
from U we’ll be asked to look up, instead of choosing just one hash function we will consider
a family H of such functions, and choose a random h ∈ H.
Definition 3.1. A 2-universal hash family H is a set of functions h : U → T such that
• ∀x ∈ U , Ph∈H (h(x) = y) =

1
|T |

• ∀x1 , x2 ∈ {0, 1}k , x1 6= x2 , Ph∈H (h(x1 ) = y1 , h(x2 ) = y2 ) =

3.2

1
|T |2

An Application of Universal Hash Families

Recall N is some set of items from a universe U , with |N | = n; nothing is known about the
distribution of N in U . If a randomly chosen h ∈ H is applied to two distinct items x, y ∈ N ,
the probability of a collision is at most n2 /|T | by the properties of a two-universal hash
family. If |T | ≥ n2 this probability is at most 1/2, implying no collision. However, a hash
table of size n2 is large, and ideally we’d like to limit collisions while having a much smaller
hash table.
A trick call “2-level hashing” [FKS] accomplishes this. First, hash the n items into t bins,
where t = cn. Let n1 , n2 ,..., nt be the number of items in each of the t bins. Then, rehash
each of these t bins naively, using n21 , n22 ,...,n2t space, respectively; see Figure 1. Note that
with
greater than 1/2, the number of collisions in the first hash is at most n:

P niprobability
≤
n.
Furthermore,
it is true for any ni that
2


X
X ni
n2i − 2
≤n
2
This can be used to show that the size of the necessary hash table is at most
X

n2i ≤ n + 2

X ni 
2

≤ 3n

Thus, this two-level hash requires only linear space.

3.3

Examples of Two-Universal Hash Families

Example 3.2. Pick a, b ∈ {0, 1, ..., p − 1} = T , and let h(a,b) (x) = ax + b(mod p), where p
is a prime. Then H = {h(a,b) } is a valid hash family; this follows from properties of prime
numbers and modular arithmetic.
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Figure 1: Two-level hashing

Example 3.3. Let U = T = {0, 1}k . Pick random bit strings a, b ∈ {0, 1}k , and let
h(a,b) (x) = ax + b over GF [2k ] (i.e. the product and sum are performed in GF [2k ], and
[h(a,b) ]i = ai xi ⊕ bi ). Then H = {h(a,b) } is a valid 2-universal hash family:
1. Each bit [h(a,b) ]i is random X
2. The values are spreading out uniformly among all y1 ,
of values y1 and y2 ; for any given x1 and x2 with x1
Ph∈H (h(x1 ) = y1 , h(x2 ) = y2 ). If a hash function
 h(a,b)
x1
and h(a,b) (x2 ) = y2 , it must hold in GF [2k ] that
x2

y2 pairs. Consider any pair
6= x2 , we want to calculate
satisfies
1 ) = y1
  both
 h(a,b) (x
1
a
y1
=
.
1
b
y2

Because x1 6= x2 , the matrix above is rank 2. Thus there is only one (a, b) that solves
this equation, and thus only one hash function h(a,b) that satisfies both h(a,b) (x1 ) = y1
and h(a,b) (x2 ) = y2 . Because there are 22k hash functions in this hash family H, it
follows that Ph∈H (h(x1 ) = y1 , h(x2 ) = y2 ) = 212k = |T1|2 X
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Pseudorandom Generators (PRG)

The main idea of a pseudorandom generator is as follows:
P RG

Few random bits −−−→ many “random” bits (as good as truly random)
Definition 4.1. A bit string s is pseudorandom if no polynomial time Turing machine can
distinguish s from a truly random string R of the same size.

4.1

Nisan’s pseudorandom Generator

We will see how Nisan’s pseudorandom generator can fool any space-bounded Turing Machine; more details can found found in [3].
First, for intuition, consider a Turing machine with space S, and thus at most 2S possible
states; let Q be a graph of these states and the possible transitions between them (See
Figure 2. There are 2k outgoing arrows from each state, corresponding to the possible values
of all the random bits that the algorithm uses to determine its next transition. We want
to know if the Turing machine will reach an accept state. At each step, it is “asking for
randomness” and uses that to pick its next state; transitions can be written as Q(i, x) = j,
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Figure 2: An example of a graph of the states of a randomized algorithms and transitions
between them, determined by random bit strings.

where i is the current state, x is the bits of randomness received, and j is the state the
machine moves to.
PRG: Start with a random seed x ∈ {0, 1}k , and l random hash functions h1 , h2 ,...,hl ∈ H.
Generate random bits by:
x, h1 (x), h2 (x), h2 (h1 (x)), h3 (x), h3 (h1 (x)), h3 (h2 (x)), h3 (h2 (h1 (x))), ...
More generally, let G0 (x) = x, and let
Gl (x1 , h1 , ..., hl ) = Gl−1 (x, h1 , ..., hl−1 ) ◦ Gl−1 (hl (x), h1 , ...., hl−1 )
Note above that ◦ denotes concatenation. In particular, we see that using this expression,
G0 (x) = x
G1 (x, h1 ) = G0 (x) ◦ G0 (h1 (x)) = x, h1 (x)
G2 (x, h1 , h2 ) = G1 (x, h1 ) ◦ G1 (h2 (x), h1 ) = x, h1 (x), h2 (x), h1 (h2 (x))
Note that this function composition happens in the opposite order as the original, more
intuitive example given above; in later proofs we will use the convention for function ordering
given in the above example instead of this formal definition as it simplifies notation.
Note this map takes k + 2kl truly random bits to k · 2l pseudorandom bits. In particular,
if n pseudorandom bits are needed, this procedure can produce them using just c log2 n truly
random bits.
The following definition and lemma will be necessary to show this pseudorandom generator
is as good as true randomness for any space-bounded Turing machine.
Definition 4.2. Function h is (ε, A, B)-independent if
Px∼{0,1}k (x ∈ A, h(x) ∈ B) −

|A| |B|
·
< ε.
2k 2k

Lemma 4.3 (Mixing). For all A, B ⊆ {0, 1}k ,
Ph∼H (h is not (ε, A, B)-independent) ≤
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|A||B|
2k 2k 2k ε2

≤

1
2k ε2

Proof : For a given A and B, let Xh for h ∈ H be a random variable given by
Xh = Px∈A (h(x) ∈ B) =

1 X
1h(x)∈B .
|A| x∈A

E[Xh ] = Eh [P(h(x)) ∈ B] =

|B|
=: PB .
2k

Letting PA = |A|/2k and PB = |B|/2k , we suppose that h is not (ε, A, B)-independent, or
equivalently,
|PA Xh − PA PB | > ε.
That is,
|Xh − PB | >

ε
.
PA

We also calculate the variance of Xh :
E[(Xh − PB )2 ] = E[Xh2 ] − PB2 =


1−

1
|A|



PB2 +


1
1
PB − PB2 =
PB − PB2 .
|A|
|A|

We use Chebyshev’s bound to bound the probability with which this event occurs.


V ar(Xh )
ε
P 2 (PB − PB2 )
PA PB
P |Xh − PB | >
≤
= A
≤ k 2 .
2
PA
(ε/PA )
|A|
ε2
2 ε

Before using this lemma to prove the next theorem, we briefly recall some properties of
matrix norms.
P
Definition 4.4. For any vector x ∈ Rn , let ||x|| = i |xi |. Then for any n × n matrix A,
||A|| =

sup
06=x∈Rn

||xA||
.
||x||

Lemma 4.5. For any n × n matrices A and B, the following hold:
• ||A + B|| ≤ ||A|| + ||B||
• ||AB|| ≤ ||A|| · ||B||
P
• ||A|| = maxj ( i aij )
• If A is a transition probability matrix, i.e., all entries are nonnegative and the sum of
entries in each row is 1, then ||A|| = 1.
We now use the two proceeding lemmas to prove our main theorem.
Theorem 4.6. An algorithm that uses space S and R random bits can be simulated by an
algorithm using S log R random bits.
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Proof : Any Turing machine algorithm that uses space at most S can have at most a := 2S
states. The algorithm may require randomness at some iterations and not require randomness
at others; let n denote the number of iterations at which at least one random bit is required
to determine the next transition. Note the number of state transitions of the algorithm is at
most a, and so n ≤ a. By the way n is defined, we also have that n ≤ R. Additionally, Nisan
assumes that at each iteration the random bits received must be written down before they can
be processed, and thus the number of random bits required by the algorithm at each iteration
is at most the total space S = log a. We will, in order to guarantee pseudorandomness,
actually provide some k ≥ log a bits of randomness to the algorithm at each iteration; with
foresight, we will set k = 11 log a.
Let Q(i, x) be the transition function, where Q takes as input the current state i and a
random bit string x ∈ {0, 1}k and outputs the next state. Let
M (i, j) = Px∼{0,1}k (i → j) = Px∼{0,1}k (Q(i, x) = j)
be the probability of making a transition from state i to state j, where that probability is
over the random bit string x.
We can furthermore talk about two step transition probabilities, where we use a random hash function h to double the randomness we have access to. Let Q2 (i, x1 , x2 ) =
Q(Q(i, x1 ), x2 ) be the two step transition generated using truly random bit strings x1 and
x2 , and let Qh (i, x1 , h(x1 )) = Q(Q(i, x1 ), h(x1 )) be the two step transition generated using
random bit string x1 and random hash h(x1 ). We can define M 2 (i, j) as the probability that
in two steps a transition is made from i to j, where both steps are determined by random bit
strings x1 and x2 . Alternately, let Mh (i, j) be the probability of transitioning from state i to
state j in two steps when truly random x1 and pseudorandom h(x1 ) are used to determine
transitions. Note that with this notation, exponents reflect how many random bits strings
are utilized by the transitions. We’re interested in bounding the difference that occurs when
using truly random x2 versus pseudorandom h(x1 ), so we consider:
X
||M 2 − Mh || = max
|M 2 (i, j) − Mh (i, j)|
j

= max
j

≤ max
j

i

X X
i

XX
i

P(Q(i, x) = l)P(Q(l, x) = j) − P(Q(i, x) = l ∧ Q(l, h(x)) = j)

l

|P(Q(i, x) = l)P(Q(l, x) = j) − P(Q(i, x) = l ∧ Q(l, h(x)) = j)|

l

We now apply the mixing lemma (Lemma 4.3) to the quantity inside the sums above and
conclude that for each (i, l, j) triple, with probability at least 1 − 2k1ε2 , it holds that
|P(Q(i, x) = l) · P(Q(l, x) = j) − P(Q(i, x) = l ∧ Q(l, h(x)) = j)| < ε.
In total, evaluating the sums and using the union bound, recalling a = 2S is an upper bound
on the total number of possible states of the space-bounded Turing machine,
||M 2 − Mh || ≤ a2 ε with probability ≥ 1 −

a3
2k ε2

We can similarly compare four-step transition probabilities for truly random and pseudorandom bits. Let Q4 (i, x1 , x2 , x3 , x4 ) be the state starting from i after four transitions determined by random bits strings x1 , x2 , x3 , and x4 , and let Qh1 ,h2 (i, x, h1 (x), h2 (x), (h1 (h2 (x)))
be the state starting from i after four transitions determined by pseudorandom bit strings.
Similarly, let M 4 (i, j) and Mh1 ,h2 (i, j) be the probabilities of transitioning from state i to
state j in four steps using, respectively, random bits strings and pseudorandom bit strings
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generated by a single random bits string x and random hash functions h1 and h2 . Comparing
these transition probabilities, we see
||M 4 − Mh1 ,h2 || = ||M 4 − Mh21 + Mh21 − Mh1 ,h2 ||
≤ ||M 4 − Mh21 || + ||Mh21 − Mh1 ,h2 ||.
Above, by Mh21 we mean (Mh1 )2 , or the probability of a four-step transition using randomness x1 , h1 (x1 ), x2 , and h1 (x2 ). As defined above, Mh1 ,h2 is the probability of a four-step
transition using randomness x1 , h1 (x1 ), h2 (x1 ), and h2 (h1 (x)). We note this implies Mh21 and
Mh1 ,h2 are transition probabilities where the first two transitions have the same probabilities
of occurring (given by random x and pseudorandom h1 (x)), and the second two transitions
are in the case of Mh21 independent of these first values, and in the case of Mh1 ,h2 precisely
random hash function h2 applied to these values. This implies the analysis of the previous
3
case applies, and thus ||Mh21 − Mh1 ,h2 || ≤ a2 ε with probability at least 1 − 2kaε2 . Continuing
to simplify the above equation,
≤ ||(M 2 − Mh1 )M 2 + (M 2 − Mh1 )Mh1 || + a2 ε

≤ ||M 2 − Mh1 || ||M 2 || + ||Mh1 || + a2 ε
≤ 3εa2 ,
where the last inequality above is because M 2 and Mh1 are matrices of transition probabilities and thus have norm 1. Furthermore, this bound occurs with probability at least
1 − 2a3 /(2k ε2 ).
More generally, we can see using the same procedure that for any l, we can bound the
difference between using truly random and pseudorandom bits:
2
l
l−1
||M 2 − Mh1 ,h2 ,...,hl || ≤ 2 M 2
− Mh1 ,...,hl−1 + Mh1 ,...,hl−1 − Mh1 ,...,hl
≤ 2 · (2l−1 − 1)εa2 + εa2
l

[by induction]

2

≤ (2 − 1)εa .
This occurs with probability at least 1 − la3 /(2k ε2 ). Choosing l = log n, the probability the
algorithm can distinguish the random and pseudorandom bits is at most
(2l − 1)εa2 ≤ εna2 =: ε1
Using this notation and recalling n ≤ a, we see this occurs with probability at least
1−

(log n)a3 · n2 a4
(log a)a9
l · a3
=1−
≥1−
.
2k ε2
2k ε21
2k ε21

This suggests setting k = 11 log a = 11S. Thus this probability satisfies
≥1−

(log n)a9
1
1
≥ 1− 2 = 1− S 2.
a11 ε21
aε1
2 ε1

We have succeeded in providing the algorithm with k = 11S pseudorandom bits at
each iteration at which randomness is required such that the difference between running the
algorithm with random
bits and these pseudorandom bits is at most ε1 with probability at

least 1−1/ 2S ε21 . The number of random bits we required to do so was k+2kl, with k bits for
the initial random bit string and 2k bits for each of the l random hash functions. In terms of
the original parameters of the algorithm, recalling n ≤ R, this is 11S +22S ·log n = O(S log R)
random bits, as claimed.

It remains open to reduce the number of random bits required to below O(S log R).
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